Mia Ridge, British Library

Have you ever wanted to recruit hundreds of members of the public to assist with the task of making cultural heritage collections findable online? Or to connect with passionate volunteers who’ll share their discoveries with you?

Crowdsourcing in cultural heritage is a broad term for projects that ask the public to help with tasks that contribute to a shared, significant goal or research interest related to cultural heritage collections or knowledge. ¹ As participants receive no financial reward, the activities and/or goals should be inherently rewarding for those volunteering their time. This definition is partly descriptive and partly proscriptive, and this chapter is largely concerned with explaining/describing how to meet the standards it implies.

One of the key challenges that projects face is creating interfaces that turn a series of tasks that create and validate usable outpoints, whether transcribing, describing or collecting source collections, into an enjoyable experience. As crowdsourcing is inherently productive in intent, each activity should contribute to a meaningful, collective goal. This chapter will help cultural heritage practitioners and digital humanists plan and design rewarding crowdsourcing projects with tasks and ‘behind the scenes’ processes that contribute to a meaningful wider outcome. Understanding the motivations of cultural heritage organisations and the backstage work that goes into building a crowdsourcing project should also help academics and others seeking to collaborate with or study crowdsourcing projects and cultural heritage institutions.

It introduces key principles and stages in developing crowdsourcing projects and designing interfaces and communications that link to participant motivations. Based on the author’s extensive practical experience and theoretical engagement with the field, it discusses topics including: choosing appropriate measures of success for evaluating projects; finding the right balance between productivity and engagement; validating and integrating the results of crowdsourced tasks into core collections

systems; organisational and volunteer motivations for participation; and the organisational and personal impact of crowdsourcing.

**An introduction to crowdsourcing in cultural heritage**

Crowdsourcing as we know it has been transformed by technology, but cultural heritage, scientific and other knowledge-based projects have a long history of asking people to voluntarily collect information and objects. ² From the 1850s, Joseph Henry’s meteorological observation project at the Smithsonian asked volunteers to submit weather observations via the still-new telegraph network. ³ Later, through correspondence with the Smithsonian’s second Secretary, Spencer F. Baird, participants’ own research and contact with the wider scientific community was facilitated, so that each group benefitted in ways that were meaningful to them. ⁴

Some aspects of crowdsourcing - particularly ‘citizen science’ and ‘citizen history’ - also draw on a more recent history of public participation in scientific research. ⁵ Citizen science projects involve members of the public assisting professional scientists with research,⁶ most commonly through data processing tasks like image classification but potentially also through fieldwork or observation tasks, data analysis or research design.⁷ Humanities scholars interested in public participation in scholarly research

---


⁷ Bonney and others.
may find the significant body of prior work on this topic by citizen science researchers particularly valuable.

An example from the humanities also neatly encapsulates many aspects of crowdsourcing. The editors of the Oxford English Dictionary (OED) appealed for examples and definitions of words from the public in the 1850s and in 1879. Indexing, storing and managing the slips of paper subsequently received was a considerable task, as was coordinating and targeting requests for information about specific words. The OED continues to appeal to the public for help defining or providing examples of words in the present day.

These early projects sought to gather data at a geographic and quantitative scale not possible for individuals acting alone by adding documentation and communication tasks to existing leisure activities like observing wildlife or reading historical books. However, the manual work of compiling the information received was time-consuming, and projects could easily fall behind in processing and analysing the incoming data.

The availability of the web as a platform has transformed crowdsourcing. Data can be easily entered via websites or applications, automatically validated against set criteria and aggregated with other data. Sites can acknowledge and thank contributors immediately, and if tasks are carefully designed, they can even provide instant feedback on the quality of contributions. For institutions that previously relied on volunteers having physical access to collections or records, remote contributions based on digital images relieves physical conservation requirements and pressures on venue space and hours.

Reaching potential participants is also easier online. Social media and specialist email lists or discussion boards can reach broad or niche audiences to advertise a project, according to the skills or numbers needed to complete tasks. In addition to traditional scholarly publications resulting from projects, email newsletters and blog posts can provide more timely updates on progress and developments. Unlike volunteer projects that require attendance at specific locations and times, crowdsourcing volunteers can

---


9 And of course, these old methods on new platforms led Jeff Howe and Mark Robinson to coin a term to describe the act of taking work once performed within an organisation and outsourcing it to the general public through an open call for participants Jeff Howe, ‘The Rise of Crowdsourcing’, *Wired*, June 2006 <http://www.wired.com/wired/archive/14.06/crowds_pr.html> [accessed 6 January 2013].
contribute from anywhere in the world at any time of day or night, choosing tasks that match their interests and the time they have available.

**Key conceptual and research frameworks**

As evident in the paragraphs above, research on volunteer work in cultural heritage organisations and open source software has been particularly useful for thinking about fundamental aspects of participation in crowdsourcing. To understand participant motivations, I referenced research from related fields including citizen science, cultural heritage volunteering,¹⁰ ‘serious’ leisure,¹¹ commercial crowdsourcing, contributions to open source software and Wikipedia, and the emerging literature on cultural heritage crowdsourcing. While some aspects of volunteering enabled and mediated by online tools are novel,¹² volunteers are still looking for a meaningful leisure activity that fits into their life - some just want casual activities they can pick up whenever suits them, others want an opportunity to develop deeper skills and interests, or to socialise with other people with similar interests. Many of the skills needed to work with in-person volunteer or community programmes are similar to the community engagement and management skills needed for online projects.

As with traditional volunteering, crowdsourcing is not merely an opportunity to get work done - it is also an opportunity to engage the public with collections, encouraging curiosity and learning as participants pay close attention to collection items. However, the need to justify the resources required to run projects designed to enhance collections can put pressure on projects to focus on productivity at the expense of participant enjoyment. This chapter will discuss some of the tensions between designing for productivity - the number of items processed and rate of data production - and for public engagement over the life of a project.

When thinking about the impact of interface, task and workflow design I drew on research from the fields of human-computer interaction, user experience design and usability. My views on the role of design in enabling curiosity and learning, and the potential of crowdsourcing for deeper engagement were informed by research on

---


communities of practice, learning through legitimate peripheral participation, instructional design and museum studies.

While the availability of crowdsourcing platforms has reduced the technical overhead of setting up a project and managing the resulting data, they have also increased the competition for participants. Much of this chapter discusses design principles that will help projects attract and retain participants. While the underlying principles may hold, new and refined design techniques are still emerging. The best way to keep up is to try participating in newly launched or refreshed projects; a process which also provides valuable, grounded insights into volunteers’ motivations, different types of barriers to participation, and the impact of communications and institutional processes. It also develops your ability to critically assess projects and define a shared language to discuss your own ideas.

A brief note on language - throughout this chapter the shorthand ‘crowdsourcing’ will stand for ‘crowdsourcing in cultural heritage and the humanities’. Discomfort with the term ‘crowdsourcing’ has led some to use terms such as 'community-sourcing',

---

16 Platforms available include Flickr Commons, the Zooniverse Project Builder, FromThePage and Pybossa.
17 Sample projects to try are listed in links from Mia Ridge, ‘British Library Digital Scholarship Course 105: Exercises for Crowdsourcing in Libraries, Museums and Cultural Heritage Institutions’, 2018 <https://docs.google.com/document/d/1tx-qULCDhNdHoJyURqXERoPFzWuCreXAsiwhIUKVagw/> [accessed 22 October 2018].
'nichesourcing', 'micro-volunteering' or 'targeted crowdsourcing', acknowledging that the 'crowd' is often neither large nor truly anonymous. At times I use the acronym 'GLAMs' (galleries, libraries, archives and museums) as shorthand for 'cultural heritage institutions'. Crowdsourcing projects that seek to engage members of the public may also be described as a form of public history or public digital humanities. By enhancing digitised collection records, crowdsourcing in GLAMs can enable digital humanities projects, but the potential for more integrated projects between these groups is relatively little explored.

A single chapter cannot provide a definitive account of such a large, constantly changing topic. Instead, my aim is to provide a common language for discussing crowdsourcing, outline issues for consideration in planning and running projects, and provide pointers to further information. Many crowdsourcing projects are committed to transparency about their processes and results, contributing to a field rich in formal and informal publications, including blog posts, conference presentations and newsletters from project stakeholders and contributors. Conference papers and publications on human computation, collective intelligence and computer-supported cooperative work (CSCW) contain a lot of deep technical expertise from specialist researchers in related fields, and are worth seeking out where relevant to specific design questions. Subjects not covered in this chapter include crowdfunding, user-generated content, the 'wisdom of the crowd', co-production or co-curation, or commercial crowdsourcing on platforms such as Amazon’s Mechanical Turk.

Fundamental concepts in cultural heritage crowdsourcing

I will introduce some of the fundamental concepts in crowdsourcing by describing tasks commonly found in cultural heritage projects, with examples for each.

When teaching crowdsourcing in GLAMs, I use a simple, informal categorisation of participant actions in conjunction with categories of task size and role. 23 I group tasks into three types, according to their size and role: microtasks, macrotasks, and meta tasks, which I will briefly define before describing participant actions. 24

Microtasks are small, rapid, self-contained tasks. For example, the New York Public Library’s Building Inspector 25 has broken the task of checking building shapes and text transcribed from historical fire insurance maps into five extremely focused, tiny microtasks embedded in a specialised interface. Microtasks can be addictively satisfying because several can be completed in a short amount of time. Tasks such as tagging images are popular microtasks, and in some cases, the unpredictability of the items that appear in a task can ‘hook’ participants.

Macrotasks are longer, and/or more complex tasks that often involve higher order decisions about what to record and how. The text transcription task in Transcribe Bentham 26 is a macrotask because the handwriting is difficult to decipher, it transcribes page-by-page rather than line-by-line, and because participants can also ‘mark-up’ transcribed text to highlight insertions, deletions, etc., adding complexity to the task. 27

25 http://buildinginspector.nypl.org/
26 http://blogs.ucl.ac.uk/transcribe-bentham/
27 Causer and Terras report that the requirement to mark-up the text in Project Bentham appears to be an added ‘aggravation’. Tim Causer and Melissa Terras, “‘Many Hands Make Light Work. Many Hands Together Make Merry Work’: Transcribe
Metatasks are activities that relate to the overall project, rather than individual tasks. This includes taking part in project design or analysis, and contributing questions, comments and answers to participant discussion fora. The Old Weather forum is a justly famous example of the benefits of participant discussion, with a wealth of information shared and topics discussed.

Participant actions can be described according to how much creative freedom they have when completing the task and where it fits into the overall workflow. An informal grouping I have found effective in teaching crowdsourcing is: 'type what you see', 'describe what you see', 'share what you know', 'share what you have', 'validate other inputs'.

'Type what you see' tasks ask participants to type out or correct transcriptions from the item presented to them, and offer very little creative freedom. These tasks may be micro- or macrotasks. Transcription has been called a 'mechanical' task but the difficulty varies according to the source material - printed text is easier to decipher than unfamiliar older forms of handwritten text with unorthodox orthography that may require the transcriber to make difficult decisions. The National Library of Australia's Trove platform for newspaper collections includes functions to correct errors in automatically-generated text, and has been both hugely influential and productive. Other examples include the New York Public Library's What's on the Menu project. Like Trove, the Menus interface shows the benefits of expert attention during the design process - the front page anticipates and addresses common barriers to participation, provides a range of tasks to suit different preferences, and the task


http://forum.oldweather.org/


http://menus.nypl.org/
itself is tightly focused on the transcription task, with items pre-processed to minimise
distractions.

Transcription tasks may require a single contributor to transcribe an entire passage or
page of text or audio, or they may break the task into smaller components (e.g. a line
of text or a snippet of a recording). The British Library’s In the Spotlight 33 project first
asks participants to mark out the titles of plays on historical playbills; marked titles are
then transcribed in a separate task. These tasks may not offer much creative freedom,
but they can be immensely engaging, and lead to exploration of the collections and
related topics outside the task.

‘Describe what you see’ tasks are designed to annotate items with additional
information from formal taxonomies or informal folksonomies, 34 and includes
identification and classification tasks such as tagging items with descriptive keywords.
Image tagging on Flickr Commons 35 is perhaps not quite ‘crowdsourcing’, as the
tagging activity can be spontaneous rather than being directly requested by the
relevant GLAMs, but it provides a good example of the benefit of user-contributed
keywords in aiding discoverability. [image - screenshot of results?] Other early,
influential projects include the art tagging projects steve.museum, 36 Brooklyn
Museum’s game, ‘Tag! You’re It’, 37 and Waisda? 38 for video tagging. The BBC’s World
Service Archive prototype used a combination of crowdsourcing and automated
tagging on audio files. 39 Non-text forms of descriptive annotation include the Klokan

33 http://playbills.libcrowds.com/
<http://vanderwal.net/folksonomy.html> [accessed 8 December 2018].
35 https://www.flickr.com/commons/
36 Archived at https://web.archive.org/web/sitemap/steve.museum
37 Shelley Bernstein, ‘Crowdsourcing in Brooklyn’, in Crowdsourcing Our Cultural
Heritage, ed. by Mia Ridge (Farnham, Surrey, UK: Ashgate, 2014)
38 Johan Oomen, Riste Gligorov, and Michiel Hildebrand, ‘Waisda?: Making Videos
Findable through Crowdsourced Annotations’, in Crowdsourcing Our Cultural Heritage,
ed. by Mia Ridge (Farnham, Surrey, UK: Ashgate, 2014)
39 Yves Raimond, Michael Smethurst, and Tristan Ferne, ‘What We Learnt by
Crowdsourcing the World Service Archive’, BBC R&D, 2014
<http://www.bbc.co.uk/rd/blog/2014/08/data-generated-by-the-world-service-archive-
experiment-draft> [accessed 15 September 2014].
Geoferencer implemented by the British Library and the Micropasts ‘photomasking’ task that helps generate 3D models from photographs.

‘Share what you know’ tasks may collect factual information or personal stories about collections by drawing on existing knowledge, or asking volunteers to conduct research. The Lives of the First World War project asked participants to commemorate people who served in the war by ‘sharing their stories, find their records and adding known facts’, targeting the enthusiasm and research abilities of family and local historians. The Museum of Design in Plastics 10 Most Wanted project crowdsourced research into their specialist collection, and comments on Flickr Commons sometimes record personal research or family stories about people, places, artefacts and events.

‘Share what you have’ projects collect items physically or digitally. RunCoCo’s Community Collection Model has been adapted by Europeana for their First World War and Migration collecting projects. The British Library’s UK Soundmap project collected audio recordings over 2010-11.

Tasks to ‘validate other inputs’ can be designed to crowdsource quality control processes for content created in other tasks. They tend to occur within ‘ecosystems’ of tasks, a design pattern in which task interfaces or applications are combined to process different aspects of the same source materials. Building Inspector is an example of this, as each of the five tasks offered contribute to the larger goal of digitising the maps. Validation tasks may be micro-, macro- or meta-tasks, and include checking tags or annotations added by others, or moderating forum discussions. Increasingly,

---

42 https://livesofthefirstworldwar.org/
45 https://contribute.europeana.eu/migration
46 https://sounds.bl.uk/Sound-Maps/UK-Soundmap
47 Also described as ‘suites’ in Ridge, ‘Game Designs to Improve Museum Collections’.
participants are verifying the results of tasks by software, not people, as ‘human computation’ systems develop.\textsuperscript{48}

**Why do cultural heritage institutions support crowdsourcing projects?**

Understanding why cultural heritage institutions undertake crowdsourcing projects provides important context, not only for measuring their success but also for understanding some of the barriers to success they face. The most obvious reason is that the size of the backlog of collection items needing transcription or description is beyond the scope of ‘business as usual’ projects. Resources are rarely available to adequately catalogue or describe digitised collection items held by museums, libraries, archives and other institutions. Software designed to transcribe printed or handwritten text rarely runs without some percentage of character- or word-level errors, hindering full-text search. Images, audio and moving image files often similarly lack detailed information about subjects depicted; audio transcription may not be 100\% accurate and cannot recognise subtle references to important individuals, events or subjects that a human can. If digital images or media files can be shared on crowdsourcing interfaces, tasks such as those discussed above can be applied to them.

Keywords and phrases suggested by the public can bridge the ‘semantic gap’ between the language used in catalogues designed for internal or specialist users, and the everyday language used by the public, to make collection items more discoverable.\textsuperscript{49}

As deeply specialist roles have been phased out and curatorial or reference teams are asked to cover longer periods or wider regions of specialist collections, it is increasingly likely that the most expert person on a specific item or collection may not work for the institution; crowdsourcing can create opportunities for them to share their expert knowledge with an institution.

A number of projects have shown that crowdsourcing can create meaningful experiences with collections, and provide opportunities for learning and delight.\textsuperscript{50} Well-designed projects can help people discover new interests, communities, or just encourage them to have a brief moment of deeper engagement with cultural heritage.


\textsuperscript{50} Ridge, ‘From Tagging to Theorizing’; Ridge, ‘Making Digital History: The Impact of Digitality on Public Participation and Scholarly Practices in Historical Research’.
This makes crowdsourcing a good fit for institutions whose missions encourage access, creativity, engagement or learning through their collections and knowledge.

**Why do people contribute to crowdsourcing projects?**

Understanding participant motivations is vital for designing successful projects that can attract and retain participants. Research on traditional volunteering, citizen science and GLAM crowdsourcing projects has provided insights into why people donate their time. Research into volunteering by psychologists Clary et al found six groups of motivations for volunteers: values (‘altruistic and humanitarian concerns for others’), understanding (new learning experiences and the chance to practice knowledge, skills and abilities), social ‘relationships with others’, career-related benefits, ego-protective (‘eliminating negative aspects surrounding the ego’), and enhancement (positive strivings for growth and development). ⁵¹ Research with museum volunteers found that ‘doing something enjoyable’, an interest in the subject, meeting people and ‘making friends’ were the main reasons for volunteering. ⁵²

*Zooniverse* projects have made a substantial contribution to research on motivations in citizen science. In one study, nearly 40% of *Galaxy Zoo* participants selected ‘I am excited to contribute to original scientific research’ as their main motivation, with the next most common primary motivation being: ‘I am interested in astronomy’. ⁵³ Alam and Campbell have investigated how motivations change over time. ⁵⁴ A common thread across other projects is an interest in the subject, ⁵⁵ with participants self-fashioning roles within a project to suit their interest. ⁵⁶

---


⁵³ Raddick and others.


When thinking about motivations in practical terms, I find grouping motivations relevant to heritage crowdsourcing into extrinsic, intrinsic and altruistic motivations is useful. Very few cultural heritage crowdsourcing projects support extrinsic motivations, such as tangible rewards. Intrinsic motivations including fun, an interest in the subject and socialising are inherently rewarding and come into effect when an activity is worth doing for its own sake, regardless of external rewards. Altruistic motivations include those related to the ‘collective’ or greater good, ‘the importance attributed to the project's goals', and ideological values or principles. Jane McGonigal summarises much of the literature in her memorable overview of ‘what humans crave’ and ‘what museums give us': ‘1. satisfying work to do 2. the experience of being good at something 3. time spent with people we like 4. the chance to be a part of something bigger'.

### Turning crowdsourcing ideas into reality

My analysis of non-commercial crowdsourcing projects found that successful crowdsourcing projects have several features in common, including good publicity (whether through luck or design), well-designed task interfaces and processes, and presenting the project as a contribution to a shared, significant goal that links to participant motivations. Key challenges include recruiting and maintaining volunteer participation over time and integrating the results of crowdsourced tasks back into core catalogues, repositories or IT systems within the institution.

This section discusses important points in the process of planning, implementing and running crowdsourcing projects. Defining ‘success’ for your project will influence design decisions, as will the choice of source material and your desired outcomes. The

---


exact order of decisions will vary according to the specific project, but you should expect that some decisions will be revisited as more information is gathered and allow for this when allocating resources. Designing iteratively also allows you to fine-tune the prioritisation of efficiency and engagement, adjust workflow and quality controls measures as necessary, improve usability, and update text and tasks for specialist or generalist audiences as you learn from showing your project to potential participants.

Just as interfaces need to be carefully designed to maximise productivity and engagement, projects need to be carefully designed to ensure long-term success. Project design considerations include how the organisation sets up and resources a project, its coordination with other staff and work, how it evaluates and responds to results.

Decisions made in the planning phase will affect the implementation and running phases, so some points to consider for these later stages are discussed under the heading of planning.

Planning crowdsourcing projects
Key stages in the planning process include defining success for your project, managing any impact on the organisation, choosing source material and determining desired outputs, workflows and data re-use, communications and participant recruitment, and applying practical and ethical ‘reality checks’.

Understanding the impact of logistical issues such as workflow, quality control and target systems for information collected through crowdsourcing by cultural heritage organisations should also help digital humanities researchers and practitioners interested in collaborating with GLAMs.

Defining ‘success’ for your project
Potential quantitative metrics for measuring the success of heritage crowdsourcing projects include: the number of hours participants have spent on a project; initial and sustained participation rates; participant retention; the extent and types of use of community discussion platforms; the number of tasks completed; and the percentage of tasks validated against required quality standards. Efficiency can be measured as the number of tasks accurately completed per volunteer minute. Valuable but less easily measured outcomes include the extent to which participants gain related skills and knowledge, or the number of new research questions or discoveries that emerge during a project. Qualitative measures include the extent to which participants expressed support or appreciation for the project, the number of participants who pursue activities related to their new interest, or some wider impact on participants’ behaviour or attitudes.

Three definitions of success seem to have the most utility for project stakeholders: productivity, reach and engagement. However, two of these metrics are inherently
opposed: time spent posting on discussion platforms or learning about collection 
items means less time is available to spend on the core task. However, there is also an 
argument that both engagement and contributions are needed for citizen science 
projects to count as a success. Accordingly, measurements of success should be 
judged and weighted according to the overall goals of an individual project.

Productivity is the simplest to define and to measure, and the easiest metric to design 
for. How many tasks have been completed to the standards required? Figures for 
prominent projects can be impressive, with Trove and Zooniverse contributions 
numbering in the hundreds of millions.

Reach measures the number or type of people contributing to projects. This might be 
the 1.7 million (at the time of writing) volunteers contributing to Zooniverse or a small 
group of volunteers drawn to a highly specialist project. Reach can extend beyond 
individual participants to include those who access research that results from projects, 
or who are more easily able to find cultural heritage collections online.

Finally, you can consider how many participants become more engaged with the 
subject of the collections or disciplines (such as history or science) related to them. 
Engagement might appear as learning, attitude change, or other changes in behaviour 
linked to feelings or knowledge gained. Once you have decided the most appropriate

---

62 In a telling example, the first post on an Old Weather thread called 'Signs of OW 
addiction' said one of the 'Top Ten' signs of addiction might be that 'You spend more 
time on the forum than you do transcribing'. Forum posters, 'Signs of OW Addiction 
65 Stephen Bitgood, An Attention-Value Model of Museum Visitors (Center for the 
Evidence (CASE) programme, Evidence of What Works: Evaluated Projects to Drive up 
mix of success metrics, you can determine how you'll measure and evaluate progress against them.\textsuperscript{66}

**Managing organisational impact**

The Zooniverse guide to ‘building a great project’ begins ‘[k]now that you are making a commitment!’\textsuperscript{67} Crowdsourcing projects require ongoing attention from staff, and assessing whether you can provide resources for the life of the project is an important step in assessing the feasibility of a project. Staff can be supported by volunteers for some tasks, such as answering questions from other participants, but they must also have time to report on progress to internal and external stakeholders, and prepare newsletters and social media updates for outreach and marketing purposes. \textsuperscript{68} Staff might also need support in gaining new skills such as community management or workflow integration.

Crowdsourcing projects can have an impact on the workload and outputs of departments across the organisation. For example, they can lead to increased attention to collections, and requests for new or reprioritised digitisation to keep items flowing into the platform. If your project is to generate metadata, annotations or other information about collection items, talking to the teams that manage the information systems that already store information about collections is vital. They can specify import formats and help you determine what information will be most useful to collect to improve catalogue or discovery systems. If information collected does not fit into existing interfaces (for example, your collections management system has no capacity to store user-generated content), where will it be kept? Ensure technical documentation is shared with relevant staff even if the platform is developed externally. The work of preparing material for ingest into the platform, and of reviewing and packaging task results for ingest into internal systems should also be included in overall resource plans.

Finally, an internal communications strategy, however informal, will help the rest of the organisation feel involved in the success of the project. You can share updates via internal presentations and emails, and invite staff to test interfaces, brainstorm ideas

\textsuperscript{66} The Europeana Impact Playbook provides some useful headings for planning to report impact on various factors (but the overall process can be opaque). Harry Verwayen and others, *Impact Playbook for Museums, Libraries and Archives* (Europeana Foundation, 2017).


\textsuperscript{68} The time required will vary according to your specific goals, material, volunteers, etc., but as a rough guide, I may spend up to an hour and a half on *In the Spotlight* each week.
for outreach methods to reach potential participants, and plan publicity in physical venues.

Choosing source collections
Crowdsourcing relies on the availability of digitised collections. Digitisation can be expensive and time-consuming, so get estimates for delivery dates before planning other milestones of new digitisation. Source collections may also be determined by the goals of the project - research projects on a particular topic may choose items in a range of formats, while a project aimed at increasing discoverability might work through one format at a time.

Some content has a wider immediate appeal, and consequently makes the work of recruiting participants easier. Lascarides and Vershbow said it’s best to ‘choose your parents wisely’ when describing the choice of material for what become What’s on the Menu - ‘it is much easier to get patrons excited about participation in a project if they are already excited about the source material’. DIY History selects handwritten, historically significant, ‘interesting’ and extensive materials. They also note a preference for material is that is ‘old enough’ to avoid copyright and privacy issues. While collections that appeal to both casual viewers and scholars make attracting interest and justifying participation much easier, it is possible to create compelling stories about more obscure collections or to invite specialist communities to become involved.

Planning workflows and data re-use
The source material - text, digitised images, audio-video, etc. - and goals of the project determine the types of tasks that will be crowdsourced. Planning the workflows necessary to make data usable is part of the process of assessing the feasibility of a project - there is no point asking people to help create data or knowledge that you cannot use as intended. Creating a workflow plan is part of managing the organisational impact and integration of a project, and should ensure that you can move digitised source material into your crowdsourcing platform, then move validated data to the system (which might be a collections management system, web publishing system etc.) in which it can be used. Collections management teams can advise on the most useful data for discoverability or help work out how to publish research datasets. Any changes required are likely to take time to implement so begin conversations with relevant departments as early as possible.

Source items might need pre-processing before they are presented in tasks. For example, some projects categorise manuscript items by how easy or hard they are to

69 Lascarides and Vershbow.
transcribe. Some pre-processing tasks can be built into the task ecosystem, such as Fossil Finder, which asked participants whether a photo was ‘good enough to study’, instructing them, ‘If it is too blurry, dark, noisy, or bushy then bin it!’.

Workflow also includes task validation and quality control processes, although these are usually built into the crowdsourcing platform. Data might also need post-processing to convert it into formats\footnote{\url{http://www.fossilfinder.org/}} suitable for ingest and sharing with project contributors.

Workflows should be tested as early as possible to allow time to manage any logistical, technical, legal or institutional issues that arise. This work is not visible to contributors but it ensures that new items can be easily added to the platform, and that data created is put to work as soon as possible, helping demonstrate the value of volunteer contributions.

Workflow systems should be designed for modularity to allow for changes in other platforms over time. Collections management systems are refreshed, new tasks may require different export formats, or you may start to integrate machine learning processes to create human computation systems. Finally, in order to re-use content created by volunteers, you should ensure that you have put in place terms and conditions that give you the right to use the data.

Planning communications and participant recruitment

There is someone, somewhere, interested in every single thing collected by a cultural heritage institution. The hard part is finding them and reaching them with a compelling invitation to join your shared endeavour.

Without participants, there is no project, so invest time in planning your communication strategy. Publicity material, including posts on social media, text on project sites, must clearly explain the project’s goals and tasks without jargon or assumptions about what recipients already know. For example, in testing In the Spotlight I found that not everyone will be familiar with terms like ‘transcription’ or understand why it cannot be done automatically. As you develop prototype interfaces, test and revise messages until they effectively motivate target participants to complete their first task.

Marketing and outreach may not come naturally. It can help to find out (or remind yourself) what people already love about the relevant collections - what stories do they share with front-of-house or social media staff about them, or why do they already value them? Similarly, you can involve existing communities of interest in the process of designing the project (bearing in mind that they will not be able to represent the

\footnote{Each platform produces differently formatted outputs - text transcribed via FromThePage will look different to that transcribed via the Zooniverse Project Builder. Technical resources to convert JSON and XML-formats might be required.}
needs of novices with those collections). You might find them on listservs or discussion forums, social media hashtags or via academic or community contacts.

Clary et al found that messages that resonate with recipient motivations have enhanced ‘persuasive impact’ and help volunteers find more enjoyable and satisfying roles that match their motivations. Clary and others. Furthermore, volunteers whose experiences matched their motivations were more satisfied and more likely to intend to continue volunteering, suggesting that the text used to market and describe projects could be as important as interface and task design. Favourite examples of ‘straplines’ that encapsulate the goals and attitudes of projects include: ‘With a few keystrokes, you could bring a family together’; 'We know the names of these children; can you help us tell their stories?'; 'Kill Time. Make History.'; 'Historians need your help!'.

**Final considerations: practical and ethical ‘reality checks’**

Having defined success for your project, talked to teams across your organisation, chosen your goals and source material, and considered workflow, a final ‘feasibility check’ can be useful. Will anyone have the necessary skills and knowledge to undertake the task you propose, and can you motivate them to take part?

You can talk to potential contributors and undertake usability testing on early paper or digital prototypes of your interface to check whether the tasks proposed make sense and whether they would be motivated to do them. These ‘reality check’ conversations will also help determine whether you have a compelling ‘marketing’ story about the difference the project makes that would convince people to donate time to your project, allowing you to refine or abandon an idea.

The final ‘reality check’ for a planned project is reviewing your plans to ensure that it meets the ethical standards required. For example, organisational policies about volunteering may apply, or there may be local norms about responsibility and fairness. Once you have determined the ethical principles that apply, ensure they are enacted in practices such as task and interface design, communication strategies and data access.

---

73 Clary and others.

74 Clary and others.

75 *Ancestry’s World Archives Project*

76 *Children of the Lodz Ghetto Research Project*

77 *Building Inspector* http://buildinginspector.nypl.org/

78 *DIY History* https://diyhistory.lib.uiowa.edu/
plans. For example, you may value transparency about process and outcomes, but as this can be challenging for cultural heritage and academic projects, you could initiate internal conversations about publishing more information than usual to meet those goals.

Project teams generally believe that they must honour participants’ time and contributions, and honour any commitments they make to them. 79 (Having seen stakeholders on some early projects disappear after launch, I tend to use a ‘party’ metaphor - if you have invited people into your space, as a host you are bound to provide for their basic needs, which includes being in the same space as them.) The European Citizen Science Association’s Ten Principles of Citizen Science lists some practical ways in which ethical considerations may be operationalised. 80 Discussion of ‘what ethical practice looks like on a daily basis’ at an expert workshop on crowdsourcing organised at the Digital Humanities 2016 conference 81 included: timely and responsive communication, defining benefits to each party, communicating expectations and keeping promises to volunteers, participants’ right to access and re-use data, data protection (for records related to recent generations), acknowledging and crediting participants; considering participant experience alongside goals and efficiency; and updating ethical practices as necessary. Models for crediting participants could be drawn from traditional volunteer programmes, and might include letters of reference or certificates of participation in addition to credit on academic outputs.

**Developing and testing crowdsourcing projects**

In this section I will discuss key points and general principles for implementing crowdsourcing projects, including task design, documentation and tutorials, quality control and ensuring that designs work as well as possible through usability testing. It is important to note that basic usability (minimising dissatisfaction) is rarely enough; websites should both offer pleasing features that encourage users to return and

---

79 This is not always as easy as it sounds, as enthusiasm can get ahead of resources. Mia Ridge, ‘Citizen History and Its Discontents’ (presented at the IHR Digital History Seminar, Institute for Historical Research, London, 2014) <https://hcommons.org/deposits/item/hc:17907/> [accessed 9 December 2018].


minimise annoyances for users. The details of effective task design will depend on your goals and source materials.

Critical points for projects when the quality of ‘user experience’ (also known as UX, the visible aspects of backend workflow, instructional and marketing text, etc. in addition to interface and interaction design) matters are successfully ‘onboarding’ a participant so that they can complete their first task, and maintaining participation despite changes over time. As crowdsourcing is a voluntary activity, it is vital to minimise barriers to participation, points of friction and demotivators.

Barriers to participation include compulsory registration, but some Zooniverse projects have successfully deployed a design pattern called ‘lazy registration’. Being clear about how data will be used helps. Rose Holley’s 2010 summary of research on participation in Distributed Proofreaders, FamilySearch Indexing, Wikimedia and Trove reported that volunteers ‘do not want to feel that their work can be commercially exploited’. A study of Old Weather found that stopping participating is strongly associated with an anxiety about the quality of contribution. Competitive models like gamification-style leaderboards are an easy way to recognise individuals who have completed more tasks, but they favour those with more free time, and there is some evidence that some participants are deterred by competition.

Usability tests can be conducted throughout the development process, as you can test existing projects, paper prototypes and work-in-progress. Tests can be informal ('guerrilla' usability tests are free apart from the time required to talk to participants) or formal, but the benefits are invaluable. Usability tests allow you to understand and devise creative solutions to problems uncovered. They will help you identify and remove barriers to participation, define rewards appropriate to your goals and community and ensure that the project maximises the return on investment.

---

84 Holley, ‘Crowdsourcing: How and Why Should Libraries Do It?’
Designing the ‘onboarding’ experience

In user experience design, ‘onboarding’ refers to orienting people to the features of a site and helping them start to use it. Ideally, the first page that potential participants see shows (rather than tells) them what the project aims to do, how their help can make a difference, and where to start the task. As discussed earlier, a good communication strategy should include a strong strapline that gives a sense of the larger challenge that tasks will contribute to, and ideally connect to probable motivations for action. For example, What's on the Menu has manicules (pointing hands) pointing to a button labelled 'Help transcribe'.

The landing page should also include ‘social proof’ that others have already chosen to participate. For example, the front page of What's on the Menu prominently lists the number of dishes transcribed so far and Trove lists the number of corrections already made on a given day, the number of items tagged that week, and the number of comments added that month, showing how updates can be tailored to the frequency of different tasks (a method that supports low-frequency sites).

Some projects feed participants tasks from a queue of material, while others leave the choice of material up to the participant. Providing initial tasks from a queue minimises the number of decisions a participant has to make, which helps reduce cognitive load (the amount of mental effort required to operate a system or learn new information). This, in turn, leaves more mental resources for learning the task. Feeding the first tasks to participants also allows a project to begin with ‘golden tasks’, tasks to which the answer is known, so they can assess the participant’s performance.

---

88 http://menus.nypl.org/
The *Smithsonian Transcription Center* provides many ways for a participant to find content that they might be interested in, including themes (such as 'Civil War Era' or 'Field Book Project'), source organisations (specific museums or archives), featured projects and those with recent activity. The *Notes from Nature* collection pages list the average time per record (ranging from 3 minutes to 15 minutes) as well as the average 'difficulty' (ranging from 'easy' to 'very hard').

**Task design**

Nielsen’s usability heuristics contain many principles relevant to crowdsourcing projects, including: keeping users informed of the system status through appropriate feedback; speaking the users' language; preventing errors; supporting recovery from error when errors do occur; following platform conventions; minimising memory load by making actions and options visible; and (where necessary) providing concrete instructions that focus on the users’ task.  

In design principles specific to crowdsourcing, task ‘size’ can be measured in terms of the amount of source material to process, the time per task, modularity (whether tasks are independent and asynchronous) and cognitive load (roughly, the amount of mental effort required). Research has found that microtasks lead to fewer mistakes and an 'easier' experience. They provide opportunities to learn the skills required for more complex tasks but are easier for novices to complete. If you have to design macro- or more specialist tasks, ensure that motivational text and recruitment are strong enough to match the size or complexity. Finding the sweet spot between tasks likely to attract participants, that provide useful data and are possible within the resources available can require some creativity.

Most crowdsourcing projects report that up to 80-90% of the work is done by 10% of participants and many other participants contribute a small amount each. Given the

---


94 Motivation seems to reduce the impact of task size, in that some large, complex tasks (such as those in the *Dickens Journals Online* text correction project or *Children of the Lodz Ghetto*) can still attract participants if the motivation and/or challenge is strong enough. The combination of task size and motivation could be called the task ‘weight’, but further research is needed to test this model.

95 The research compared macrotask and microtask versions of the same overall task. It also found that microtasks took more time combined than the equivalent macrotask. Justin Cheng and others, ‘Break It Down: A Comparison of Macro- and Microtasks’ (presented at the CHI2015, Seoul, Republic of Korea: ACM Press, 2015), pp. 4061–64 <https://doi.org/10.1145/2702123.2702146>.

96 For a visual representation of this see: Philip Brohan, ‘One Million, Six Hundred Thousand New Observations’, *Old Weather Blog*, 2012
role ‘super-contributors’ play in a projects' productivity, it could be tempting to optimise designs for their need but projects must cater for both casual and super contributors.

**Documentation and tutorials**

Ideally, interactive tutorials could show new participants how to complete the task successfully while letting them try it, rather than read about it, but the user experience design and technical resources required to do so are rarely available 97 and many tutorials appear as modal windows overlaid over the task window. 98 However, many users automatically close tutorials without reading or watching them, so it is important to have a visible link for a Help page that includes the tutorial and/or more detailed documentation.

Help text, whether on the task interface or a separate page, should help reassure potential participants by anticipating and answering their questions. It should be clear and unambiguous, and available at the point at which it is needed, 99 address ‘boundary cases’, and ideally provide examples of what is expected. 100 Balancing the need for simplicity with the need for flexibility is a challenge for projects working with materials that may contain unexpected or inconsistent information. Producing good tutorials and documentation can take several iterations. Including tutorials and help text in usability testing will highlight issues, and test participants may provide more user-friendly alternatives for language used.

**Quality control: validation and verification systems**

Even the most highly-skilled and well-intentioned volunteer makes occasional mistakes, and crowdsourcing projects carefully check the information they receive.

---

97 However, in future human computation systems may be able to support participants with feedback tailored to their performance of a task.

98 For more on tutorial design see: Aurora Bedford, ‘Instructional Overlays and Coach Marks for Mobile Apps’, *Nielsen Norman Group*, 2014

99 <http://www.nngroup.com/articles/mobile-instructional-overlay/> [accessed 12 September 2014]; Paas, Renkl, and Sweller. Research on the techniques game designers use for including skills tests and tutorials may be relevant for projects that wish to teach specific skills or knowledge to participants undertaking tasks. See: Mia Ridge, ‘Playing with Difficult Objects: Game Designs for Crowdsourcing Museum Metadata’ (unpublished MSc Dissertation, City University London, 2011)

Most methods involve comparing three or more task results for the same source against each other, with a simple 'majority rules' decision to accept the most common answer. The most appropriate method for reaching consensus will depend on the material, even for 'type what you see tasks', where small differences in punctuation may make transcriptions fail tests drawn from the sciences. Ben Brumfield has provided a useful overview of quality control methods for transcription. Verifying tags is difficult to do automatically without excluding potentially valuable unique tags from contributors with specialist knowledge, but verification tasks can help.

**Rewards and recognition**

Public recognition of volunteer contributions is important, and can be built into many points of the project interface and communications. Some projects name contributors in project updates or list them as co-authors on journal articles. Describing, or even better, showing the impact of contributions towards a project’s goals can powerfully link to participant motivations.

Metrics for recognition should be chosen carefully. Ben Brumfield has a story that illustrates the dangers of external motivators like leaderboards, where contributors may focus on aspects that are quantified on a leaderboard at the expense of more important but unquantified tasks.

---

101 Ben W. Brumfield, 'Quality Control for Crowdsourced Transcription', *Collaborative Manuscript Transcription*, 2012  
<http://manuscripttranscription.blogspot.co.uk/2012/03/quality-control-for-crowdsourced.html> [accessed 9 October 2013].

102 This was difficult back in 2011 (as discussed in Ridge, ‘Game Designs to Improve Museum Collections’), but advances in human computation should make it easier. See also: Richard Grayson, 'A Life in the Trenches? The Use of Operation War Diary and Crowdsourcing Methods to Provide an Understanding of the British Army’s Day-to-Day Life on the Western Front', *British Journal for Military History*, 2.2 (2016) <http://bjmh.org.uk/index.php/bjmh/article/view/96> [accessed 25 February 2016].

103 There is a significant body of literature on this subject. A useful place to start is von Ahn and Dabbish.


105 For example, the authors whose affiliation is listed as 'Planet Hunter' in 'Planet Hunters. VI. An Independent Characterization of KOI-351 and Several Long'  


Running crowdsourcing projects

The key challenge in running a project is motivating continued participation. In this section I discuss expectations around launching projects, the effect of media stories, consider the role of participant discussion, ongoing communications and maintaining participation, and planning for a ‘graceful exit’.

Participatory projects can be challenging for organisations used to ‘launch and forget it’ exhibitions and publications. Ideally, iterative design processes can continue after launch. Participants tend to have creative ideas for new tasks, suggest sensible tweaks to existing tasks and text, and report bugs. Over the longer term, an interface that looks amazing in 2019 may look dated in 2022, or you may want to take advantage of emerging technologies. It is important to allow resources for post-launch.

Launching a project

You’ve planned, designed and tested your project. You’ve prepared a press release and social media posts. Launch day will (hopefully) be busy. Allow time for answering participant queries and media enquiries, and be prepared to load new material if the first batches are completed.

When your project launches, some of the first visitors will be participants from other projects, and colleagues from academia and cultural heritage institutions. The first group often have a highly sophisticated understanding of crowdsourcing, and will be looking for markers of quality including the importance of the task, the availability of data and how participants are credited or rewarded. The second group will be curious about your project design. Their positive reports may help build your word of mouth marketing.

Pieces in ‘traditional’ media can be very effective in attracting visitors, some of whom may become participants. It is difficult to disentangle the role of luck in getting media and popular attention but a quirky story or topic, relationships with an existing community, being the first of its type, or an opportunity to access highly-valued content or expertise seem to help. More targeted publicity may reach a smaller number of people, but those reached may be proportionally more likely to participate. *History Harvest* and *Letter in the Attic* found that ‘face-to-face contact’ at local events and groups is more effective than media attention at gaining contributions.

---

108 E.g. when *In the Spotlight* launched, participants requested the ability to tag playbills with specific topics.

109 The project collected letters, diaries and items related to Brighton and Hove.


<http://www.mybrightonandhove.org.uk/page/letterintheatticlessons?path=opu6p1543p> [accessed 17 April 2014]. Face-to-face events might also help reach those not online. One First World War project heard from a potential contributor ‘aged 89 and nearly
The role of participant discussion
Some crowdsourcing projects provide ways for participants to communicate with each other via a discussion forum, on social media, or through comments on specific items. Some participants may prefer to comment directly to project staff rather than post in public. Posts might discuss difficulties, help answer queries, collect lessons learnt over time, share stories about interesting finds or potential discoveries, and provide feedback or suggestions for improvement to project stakeholders. Conversations on forums can have important learning outcomes and provide social opportunities that motivate ongoing participation. Participants’ expectations about the presence of project staff on discussion forums vary, and projects should be careful about how these forums are described so that their expectations are not disappointed.

Ongoing community engagement
Once a project is up and running, marketing efforts generally need to shift from participant recruitment to participant retention. This is also an opportunity to shift from talking about the project to talking about the impact of the project. You can thank participants individually or collectively, share progress reports and participants’ findings and questions, and provide information about how contributions have been used (an important factor in ongoing motivation). The Smithsonian Transcription Center has been carefully designed to provide multiple opportunities for celebrating success, with small-scale, niche projects within the larger project.

One of the joys of In the Spotlight is the opportunity to amplify the expertise and curiosity of participants (for example, we published a blog post from one participant, Edward Mills, on the British Library’s Digital Scholarship blog); my hope is that

blind’ who had asked neighbour to email the project after hearing about it on the radio. Piers Dillon-Scott, ‘How Europeana, Crowdsourcing & Wiki Principles Are Preserving European History’, The Sociable, 2011 <http://sociable.co/business/how-europeana-crowdsourcing-wiki-principles-are-preserving-european-history/> [accessed 15 February 2015]. Forums were particularly important for early Zooniverse projects, but they have moved to ‘Talk’ pages that are more closely integrated with task interfaces.
E.g. transcribers in the Smithsonian Transcription Center can leave notes for other transcribers and reviewers on specific pages or post questions on social media. https://transcription.si.edu/


Holmes.

Discussed further in Ridge, ‘Making Digital History: The Impact of Digitality on Public Participation and Scholarly Practices in Historical Research’.

posting updates from participants encourages more activity, which I can then share, in a ‘virtuous circle’. Even the most ardent fans of a project may forget to revisit it unless it has become a daily habit (even then, it is liable to be interrupted by changes in routine). Regular updates remind participants to come back to a project.

Ongoing communications, whether simple quantitative progress updates, answering questions or liaising with experts to pass on information on the impact of the project, can require significant amounts of time. However, anecdotally, it seems that paying attention to activity on a project reaps rewards in ongoing participation.

Planning a graceful exit
Whether a project finishes because volunteers have completed all the available tasks, key team members move on or funding ends, planning a graceful finish is the best way to honour the work of the project team and volunteers alike. It is important to let volunteers know when the end of a project is in sight, giving them time to complete personal tasks, download data and finish conversations. You should document the final outcomes, deposit any resulting datasets in a repository, and (ideally) submit project URLs to regional or international web archives.

The future of crowdsourcing in cultural heritage
As the increasing success of machine learning-based projects such as Transkribus,\(^\text{118}\) which aims to teach computers to read handwriting, shows, many tasks currently crowdsourced can increasingly be performed by software. Computer vision technologies can increasingly identify even obscure or historical subjects in a picture.\(^\text{119}\)

As computers get better at microtasks such as text transcription and image classification - tasks that many crowdsourcing participants find satisfying, and that may be important first steps in developing new interests - what impact will this have on crowdsourcing projects and participants? ‘Human computation’ systems that deploy the particular skills of people and machines in order to efficiently complete tasks can help meet the challenges of large-scale collections. However, if they are used in GLAMs, they should be carefully designed to allow for engagement and enjoyment of collections while not unnecessarily duplicating effort that could be better done by software.

\(^{118}\) https://transkribus.eu/Transkribus/

To finish on a positive note, these new technologies can also be harnessed to make crowdsourced microtasks even easier. The success of OCR correction projects like Trove shows that providing some pre-processed data might actually make tasks easier, and therefore more enjoyable. Pre-processing items might allow tasks that can be performed on mobile and tablets devices to be created, and machine learning technologies could be used to provide personalised feedback on participant tasks, helping them feel more confident and learn skills more quickly.

Thanks and acknowledgements
I would like to thank participants and supporters of crowdsourcing projects I’ve created, including Museum Metadata Games, In their own words: collecting experiences of the First World War, and In the Spotlight. I would also like to thank my co-organisers and attendees at the Digital Humanities 2016 Expert Workshop on the future of crowdsourcing. Especial thanks to the participants in courses and workshops on ‘crowdsourcing in cultural heritage’, including the British Library’s Digital Scholarship training programme, the HILT Digital Humanities summer school (once with Ben Brumfield) and scholars at other events where the course was held, whose insights, cynicism and questions have informed my thinking over the years. Finally, thanks to Meghan Ferriter and Victoria Van Hyning for their comments on this manuscript.

---

120 See also research on ‘social machines’, in which people and computers are part of a larger integrated system. Paul R. Smart, Elena Simperl, and Nigel Shadbolt, ‘A Taxonomic Framework for Social Machines’, in Social Collective Intelligence: Combining the Powers of Humans and Machines to Build a Smarter Society, ed. by Daniele Miorandi and others (Berlin, Germany: Springer, 2014) <http://eprints.soton.ac.uk/362359/> [accessed 27 July 2014].

121 This does not mean that projects should only offer ‘easy’ microtasks, as the relationship between challenge and enjoyment is complex, but they may allow for a broader range of participants and thereby create more opportunities for deeper engagement.